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Abstract

It is desiableto store dataon datastorage serves sud
asmail serves and le servesin encryptedormto reduce
securityandprivacyrisks. Butthis usuallyimpliesthatone
hasto sacri ce functionalityfor security For example if a
clientwishesto retrieve only documentgontainingcertain
words, it wasnot previouslyknownhowto let thedatastor-
age serverperformthesearch andanswerthequerywithout
lossof datacon dentiality.

In this paper we describeour cryptagraphic schemes
for the problemof seaching on encrypteddata and pro-
vide proofsof securityfor theresultingcryptosystemsOur
techniqueshavea numberof crucial advantayes. They are
provably secure they provide provablesecreg for encryp-
tion, in the sensethat the untrustedserver cannotlearn
anythingabout the plaintext whenonly given the cipher
text; they provide query isolation for searches, meaning
thattheuntrustedservercannotlearn anythingmore about
the plaintext thanthe seach result; they provide controlled
searchingsothatthe untrustedservercannotseach for an
arbitrary word without the user's authorization;they also
supporthiddenqueries so that the user may ask the un-
trustedserverto search for a secetword withoutrevealing
theword to the server Thealgorithmswe presentare sim-
ple, fast (for a documentof length , the encryptionand
searh algorithmsonly need streamcipherandblock
cipheropenmtions),andintroducealmostnospaceandcom-
municationoverhead and henceare practical to usetoday
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1 Intr oduction

Today's mail seners suchas IMAP seners [11], le
senersandotherdatastoragesenerstypically mustbefully
trusted—thg have accesdo the data,and hencemustbe
trustednot to revealit without authorization—whichntro-
ducesundesirableecurityandprivacy risksin applications.
Previous work shows how to build encryptedle systems
and securemail seners, but typically one must sacri ce
functionality to ensuresecurity The fundamentaproblem
is that moving the computationto the datastorageseems
very dif cult whenthe datais encrypted,and mary com-
putation problemsover encrypteddata previously had no
practicalsolutions.

In this paper we shov how to supportsearchingunc-
tionality without any lossof datacon dentiality. An exam-
ple is wherea mobile userwith limited bandwidthwants
to retrieve all email containingthe word “Urgent” from an
untrustedmail-storagesener in the infrastructure. This is
trivial to do whenthe sener knows the contentof the data,
but how canwe supportsearchgueriesf we do notwishto
revealall ouremailto thesener?

Our answeiis to presentryptographicschemeshaten-
ablesearchingn encrypteddatawithout leakingany infor-
mationto the untrustedsener.

Our techniquesare provably secue. The techniques
provide provable sececyfor encryption,in the sense
that the untrustedsener cannotlearn arything about
the plaintext given only the ciphertext. The tech-

niguesprovide contwlled seaching, so that the un-

trustedsener cannotsearchfor a word without the

users authorization. The techniquessupporthidden
gueries sothatthe usermay askthe untrustedsener

to searchfor a secretword without revealingthe word

to thesener. Thetechniqueslsosupportqueryisola-

tion, meaningthatthe untrustedsener learnsnothing

morethanthe searchresultaboutthe plaintext.

Our schemesare ef cient and practical. The algo-
rithms we presentare simple andfast. More speci -



cally, for adocumentof length , the encryptionand
searchalgorithmsonly need numberof stream
cipherandblock cipheroperations.Our schemesn-
troduceessentiallyno spaceandcommunicatiorover-
head.They arealso e xible andcanbeeasilyextended
to supportmoreadvancedsearches.

Ourschemesll take theform of probabilisticsearching:
asearchfor theword  returnsall the positionswhere
occursin the plaintext, aswell aspossiblysomeotherer
roneouspositions. We may control the numberof errors
by adjustinga parameter in the encryptionalgorithm;
eachwrongpositionwill bereturnedwith probabilityabout

, sofor a -word documentwe expectto seeabout

falsematches.The userwill beableto eliminateall
the falsematchegqby decrypting),so in remotesearching
applicationsfalsematcheshouldnotbea problemsolong
asthey arenot so commonthat they overwhelmthe com-
municationchannebetweerthe userandthesener.

This paperis structuredasfollows. We rst introduce
theproblemof searchingnencryptediatain Section2 and
brie y review someimportantbackgroundn Section3. We
then describeour solution for the caseof searchingwith
sequentiascanin Sectiord. We discusdurtherissuessuch
asadwancedsearchandsearchwith index in Section5. We
discusgelatedwork in Section6 and nally we concluden
Section7. AppendixA presentshe proofsfor all of proofs
of securityfor theseschemes.

2 Searching on Encrypted Data

We rst de ne the problemof searchingon encrypted
data.

AssumeAlice hasa setof documentsand storesthem
on anuntrustedsener Bob. For example,Alice couldbea
mobileuserwho storesheremailmessagesn anuntrusted
mail sener. BecauseBob is untrusted Alice wishesto en-
crypt herdocumentsaandonly storethe ciphertext on Boh.
Eachdocumentanbedividedupinto ‘words'. Each'word'
may be ary token; it may be a 64-bit block, an English
word, a sentencegr someotheratomicquantity according
to theapplicatiordomainof interest.For simplicity, we typ-
ically assumé¢hese words' havethesamdength(otherwise
we caneitherpadtheshorter words' or splitlonger words'
to make all the “words' to have equallength, or usesome
simpleextensiondor variablelength words'; seealsoSec-
tion 5.3). BecauseAlice may have only a low-bandwidth
network connectionto the sener Bob, shewishesto only
retrieve the documentswvhich containtheword . In or-
derto achieve this goal,we needto designa schemesothat
after performingcertaincomputationsover the ciphertet,
Bob candeterminavith someprobabilitywhethereachdoc-
umentcontaingheword  withoutlearninganythingelse.

Thereseento betwo typesof approachesOnepossibil-
ity is to build up anindex that,for eachword  of interest,
liststhedocumentshatcontain . An alternatveis to per
form a sequentiakcanwithout anindex. The advantageof
usingan index is thatit may be fasterthanthe sequential
scanwhenthe documentsare large. The disadwantageof
usinganindex is thatstoringandupdatingtheindex canbe
of substantiabverhead.Sothe approachof usinganindex
is moresuitablefor mostly-read-onhydata.

We rst describeour scheméor searchingon encrypted
datawithoutanindex. Sincetheindex-basedschemeseem
to require less sophisticatecconstructionswe will defer
discussiorof searchingwith anindex until the end of the
paper(seeSection5.4).

3 Background and De nitions

Our schemerequires several fundamentalprimitives
from classicalsymmetric-ley cryptography Becausewe
will prove our schemesecurewe useonly primitiveswith
a well-de ned notion of security We will list herethe re-
quiredprimitives,aswell asreviewing the standardie ni-
tions of securityfor them. The de nitions may be skipped
on rst readingfor thoseuninterestedn our theoretical
proofsof security

We adoptthe standardde nitions of securityfrom the
provablesecurityliterature[2], andwe measur¢hestrength
of the cryptographicprimitivesin termsof the resources
neededo breakthem. We will saythatanattack -breaks
a cryptographicprimitive if the attackalgorithm succeeds
in breakingthe primitive with resourcespeci edby , and
we saythata cryptoprimitiveis -securdf thereis no al-
gorithmthatcan -breakit. Let
beanarbitraryalgorithmandlet and berandomvari-
ablesdistributedon . Thedistinguishingprobability
of —sometimegalledtheadvantgeof —for and
is

Adv

With this backgroundpur list of requiredprimitivesis
asfollows:

1. A pseudoandomgeneamtor |, i.e., a streamcipher
We say that is a -securepseu-
dorandomgeneratorif every algorithm  with run-
ning time at most hasadwantageAdv . The
adwantageof an adwersary is de ned as Adv

, Where
are randomvariablesdistributed uniformly
on

2. A pseudoandomfunction . We saythat
is a -securepseudorandonfunction
if every oraclealgorithm makingat most oracle



qgueriesandwith runningtime atmost hasadwantage
Adv . The adwantageis de ned as Adv
where represents
a randomfunction selecteduniformly from the setof
all mapsfrom to , andwherethe probabilitiesare
takenoverthechoiceof and

3. A pseudoandompermutation , i.e., a block ciphet
We saythat isa -securepseu-
dorandonfunctionif everyoraclealgorithm making
atmost oraclequeriesandwith runningtime atmost

hasadwantageAdv . Theadwantagds de ned
asAdv
where representarandompermutatiorselectedini-
formly from the setof all bijectionson , andwhere
the probabilitiesaretakenover the choiceof and .
Noticethattheadwersaryis givenanoraclefor encryp-
tion aswell asfor decryption;this correspondso the
adaptve chosen-plaintet/ciphertext attackmodel.

In generalthe intuition is that -securityrepresents
resistanceo attacksthatuseat most of ine work andat
most adaptve chosen-tgt queries.

Thereis of courseno fundamentaheedfor threesepa-
rate primitives,sincein practiceall threemay be built out
of just one off-the-shelfprimitive. For instancegivenary
block cipher, we may build a pseudorandongeneratoius-
ing the countermode[3] or a pseudorandorfunctionusing
the CBC-MAC [4].

We rely on the following notation. If
representsa pseudorandomnfunction or permutation,we

write for theresultof applying toinput with key

. We write for the concatenatiorof and ,
and for the bitwise xorR of and . For theremain-
derof the paperwe let beapseudorandom
generatorfor some be a pseudo-
randomfunction, and be a pseudoran-

dompermutation.Typically we will have ,
,and

4 Our Solution with SequentialScan

In this section,we introduceour solutionfor searching
with sequentialscan. We rst startwith a basicscheme
and shav that its encryptionalgorithm provides provable
secreg. We thenshav how we canextendthe rst scheme
to handlecontrolledsearchingandhiddensearcheswe de-
scribeour nal schemewhich satis esall the propertiesve
mentioneckarlierincludingqueryisolationattheend.

4.1 Scheme: The BasicScheme

Alice wantsto encrypta documentwhich containsthe
sequencef words Intuitively, the scheme

works by computingthe bitwise exclusive or (XOR) of the
cleartext with asequencef pseudorandoritswhichhave
aspecialtructure Thisstructurewill allow to searclonthe
datawithout revealingarnything elseaboutthe cleartext.

More speci cally, the basicschemes asfollows. Alice
generates sequencef pseudorandornvalues
usingsomestreamcipher(namely the pseudorandorgen-
erator ), whereeach is bits long. To encrypt
a -bitword thatappearsn position , Alice takesthe
pseudorandorhnits |, sets , andoutputs
theciphertext . Notethatonly Alice cangen-
eratethe pseudorandonstream sono oneelse
candecrypt. Of course encryptioncanbe doneon-line, so
thatwe encrypteachword asit becomeswvailable.

Thereis some e xibility in how thekeys maybecho-
sen. Onepossibility is to usethe samekey at every po-
sition in the document. Anotheralternatve is to choosea
new key  for eachpositionindependentf all otherkeys.
More generallyateachposition,Alice caneither(a)choose

to bethesameassomeprevious  ( ), or (b) choose

independentiyf all the previouskeys. We shallseelater
how this e xibility allows usto supporta variety of inter-
estingfeatures.

The basicschemeprovidesprovablesecrey if the pseu-
dorandomfunction  andthe pseudorandongenerator
aresecure.By this, we meanthat, at eachpositionwhere

is unknown, the values  are indistinguishablefrom
truly randombits for any computationally-bouneld adwer-
sary We formalizethetheoremasbelow.

Theorem4.1. If is a -secue pseudoandom
functionand isa -secue pseudoandomgener-

tor, and if the key material is chosenas describedabove,

thenthe algorithm describedabove for geneiting the se-
guence isa -secue pseudoandom
geneator, whee andthe
constant is nagligible compaedto .

In otherwords, we expectthe basicschemeto be good
for encryptingup to about max words, if
the pseudorandonfunction and pseudorandongenerator
areadequatelysecure.SeeAppendixA for a slightly more
precisestatemenbf thetheoremandfor afull proof.

The basicschemesupportssearchesver the ciphertext
in thefollowing way: if Alice wantsto searchtheword
shecantell Bob  andthe correspondingo eachlo-
cation whereaword mayoccur Bobcanthensearch
for  in the ciphertext by checkingwhether is
of the form for some . Sucha searchcanbe
performedin lineartime. At the positionswhereBob does
notknow , Boblearnsnothingaboutthe plaintext. Thus,
the schemeallows a limited form of control: if Alice only
wantsBob to be ableto searchover the rst half of the ci-
phertet, Alice shouldrevealonly the  correspondindo
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Figure 1. The Basic Scheme

thoselocationsandnoneof the  usedin thesecondhalf of
theciphertet.

As describedsofar, the basicschemds not terribly sat-
isfying: if Alice wantsto help Bob searchfor aword
eitherAlice mustrevealall the (thuspotentiallyreveal-
ing the entire document),or Alice mustknow in advance
which locations  may appearat (which seemso defeat
the purposeof remotesearching). However, we shall see
next how to take careof this dif culty .

4.2 Schemél: Controlled Searching

Let be an additionalpseudo-
randomfunction,whichwill be keyedindependentlyf

The mainideais to chooseour keys as .
We requirethat  be chosenuniformly randomlyin by
Alice andnever be revealed. Then,if Alice wish to allow
Bobtosearctor theword |, shereveals and to
him. This allows Bob to identify all thelocationswhere
mightoccut, but revealsabsolutelynothingonthelocations

where . This attainsour desiredgoal of con-

trolled searching. We show thecorrectnessf thisapproach
in thefollowing theorem.

Theorem4.2. Suppose isa
domfunction, isa -secue pseudoandomfunc-
tion,and isa -secue pseudoandomgeneator.
If the key material is chosenas describedabove then
the algorithmdescribedabove for genemting the sequence

will be a -secue pseudoandom
geneator, whee

-secue pseudoan-

This shaws that our schemefor controlledsearchings
aboutasgoodasthe basicschemeijf the underlyingprim-
itivesaresecure.SeeAppendixA for a proof aswell asa
morepreciseformulation.

Variousextensionsof this ideaarepossible.If the doc-
umentto be encryptedconsistsof a seriesof chaptersan
alternatve approachis to generatehekey  for the word

in chapter as . This allows Al-
ice to controlwhich chaptersBob may searchin aswell as
controllingwhich wordsBob maysearchor.

We cantake this ideaevenfurther by usinga hierarchi-
cal key managemenscheme.Alice sets
and . Then she can reveal either
Q) for eachchapterof interestor (2)

itself if shewishesto succinctlyauthorizeBob

to searctfor  in all thechapters.

This schemestill doesnotsupporthiddensearchyueries:
in orderto let Bob searchfor the locationwherethe word

appearsAlice hastoreveal to Bob. We shallseenext
thatthis problemcanbeeasily x ed.

4.3 Schemédll: Support for Hidden Searches

SupposeAlice would now like to askBob to searchfor
aword  but sheis notwilling to reveal to Bob. We
proposea simpleextensionto the abose schemeo support
this goal.

Alice should merely pre-encrypteachword of the
cleartext separatelyusinga deterministicencryptionalgo-
rithm . Notethat is notallowedto useary random-
ness,andthe computationof may dependonly on

and mustnot dependon the position in the document
where is found. Sowe may think of this pre-encryption
stepas ECB encryptionof the words of the documentus-
ing someblock cipher (Of course,if the word is very
long,internallythemap maybeimplementedy CBC-
encrypting  with a constantlV, or somesuch, but the
pointis thatthis processnustbethe sameat every position
of thedocument.\We let .
After the pre-encryptiorphaseAlice hasa sequencef
-encryptedwords Now she post-encrypts
that sequenceusing the stream cipher constructionde-

scribed above to obtain , Where
and
To searcHoraword , Alice computes
and , andsends to Bob. Notethatthis
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Figure 2. The Scheme for Hidden Search

allows Bob to searchfor ~ withoutrevealing itself. It
is easyto seethat this schemesatis esthe hiddensearch
propertyaslong asthe pre-encryption is secure.

4.4 SchemeV: The Final Scheme

Careful readersmay have noticedthat Schemelll ac-
tually suffers from a smallinadequayg: if Alice generates
keys as then Alice canno longer
recover the plaintext from just the ciphertext becauseshe
would needto know (moreprecisely the last
bits of ) beforeshecandecrypt. This defeatsthe
purposeof an encryptionschemepecauseven legitimate
principalswith accesdo the decryptionkeyswill beunable
to decrypt. (Schemdl alsohasa similar inadequayg, but
aswe will show belaw, thebestwayto x it is to introduce
pre-encryptiorasin Schemdll.)

We now shav asimple x for this problem.In the x ed
schemewe split the pre-encryptedvord
into two parts, , Wwhere (respectrely )
denoteghe rst bits(resp.last  bits)of . Instead
of generating , Alice shouldgenerate
as . To decrypt,Alice cangenerate using
the pseudorandorgeneratosinceAlice knows the seed),
andwith  shecanrecover by XORing againstthe

rst bitsof . Finally, knowledgeof allowsAlice
tocompute andthus nish thedecryption.

This x isnotsecuréf the ‘'sarenotencryptedsinceit
mightbeverylikely in somecaseghatdifferentwordshave
the same rst bits. Pre-encryptiorwill eliminate
this problem, since with high probability all the 's are

distinct. (Assumingthatthe pre-encryption is a pseudo-
randompermutationthendueto thebirthdayparadoxX15],
the probability that at leastone collision happensafter en-
crypting wordsis atmost )

With this x, the resultingschemeis provably secure,
andin factwe canalsoshaw thatit providesqueryisola-
tion, meaninghatevenwhenasinglekey isrevealedno
extrainformationis leakedbeyondtheability to identify the
positionswherethecorrespondingvord ~ occurs.

Theorem4.3. Suppose isa -secue pseudoan-
dom permutation, is a -secue pseudoandom
function, isa -secue pseudoandomfunction,
isa -secue pseudoandomgenetor, andwechoose
thekey materialasdescribecabove Thenthealgorithmde-
scribedabovefor geneatingthesequence will
beaa -secue pseudoandomgenetor, whee

Moreover, if wediscloseone andconsiderthereduced
sequence obtainedbydiscadingall the valuesat po-
sitionswhee , thenweobtaina -secue
pseudoandomgeneator, whee

Strictly speakingthe proof of the theoremdoesnot ac-
tually require  to be a pseudorandonpermutation: if
denoteghe (keyed)mapsending to the rst bits
of , thenwe can make do with the muchwealer
assumptiorthatcollisionsin  shouldberare.As a special
casejf the rst  bitsof ( ) canbeshavnto be
a pseudorandorfunction,then  will necessariljhave the
requiredproperty andwe will beableto provearesultanal-
ogousto Theorem3. This suggestshatfor pre-encryption
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Figure 3. The Final Scheme

to be
underkey

of long blocksit may be corvenientto take
the bit-reversal of the CBC encryptionof
(usinga constantV).

After encryptingword by word, Alice canalsore-order
the ciphertext accordingto somepseudorandonpermuta-
tion (knownonly to Alice). In thiscasewhenBob performs
thesearchof aword, hewill notbeableto tell the position
wheretheword occursin thereal plaintext.

5 Discussion
5.1 Other Practical Considerations

We canseethatupdatesn this schemeareeasy For ex-
ample,if Alice wantsto adda new documentinto Bob's
datastorage,shecansimply encryptit in the appropriate
way andinstructBob to appendt to the already-storedti-
phertext. Moreover, sincethe keys canbe generatedhierar
chicallyfrom amasteikey, thekey storageandmanagement
is alsovery corvenient:Alice only needsto remembeione
passwerd, the masterkey.

The underlyingtechniqueof embeddingnformationin
pseudorandorbit streamamay also be of independenin-
terest:we speculateéhatthis simpletrick might prove useful
for otherapplicationstoo.

5.2 Supporting Mor e AdvancedSearch Queries

Theschemesve presente@arlieronly addressheprob-
lem of searchingfor a singleword. We shav several ex-

amplesto illustrate that it is relatively easyto implement
moreadwancedsearchingunctionalityusingour schemeas
afundamentabuilding block.

It is clearthat we can easily supportadvancedsearch
guerieswhich use booleanoperators(e.g., and ),
proximity queries(e.g., near ), andphrasesearches
(e.g., immediately precedes ).

We canalsosupportsearchesf the queryis givenasa
regularexpressionusing,e.g.,wildcardsin alimited form.
For example if Alice wishesto searcHor theword -,
thenshecanactuallygenerat&6 searchyueriesof theform

. However, the numberof queriesre-
quired (and the information leaked to the sener) clearly
grows dramaticallyasthe searchword becomesnoregen-
eral.

For mary applicationghepurposeof thesearchsto nd
documentavhich containa speci ¢ word, wherethe posi-
tion or the numberof occurrencesirenot relevant. For ex-
ample, searchingemail is suchan application,wherethe
querytakesontheform “ nd all emailfrom Joe”. For this
application,the previous searchschemedealked informa-
tion, sincethe senerwould know the positionsof theword
in thedocumentor atleastthefrequeng of awordin adoc-
umentin casethe word orderis scrambled.Sincewe only
needto know whethera given documentcontainsa word,
we can usethe following trick. We add a countto each
word, which countshow mary timesthatword occurspre-
viously in thatdocumentFor example, the rst occurrence
of theword “urgent”is storedas  urgent, thesecondc-
currenceas urgent, etc. Thisallows Alice to searchfor



the rst occurrenceonly, if shewishesjust to identify the
documentsvherethe word appearsandBob doesnotgain
ary informationaboutotherpositionsof the searchtermin
the document. As an additionalfeature,this encodingal-
lows Alice to searchfor documentsthatcontain  or more
occurrencesf theword by searchingor

5.3 Dealingwith Variable-Length Words

In our schemethe minimal unit we cansearchor is an
individualword. Sofarwe have assumedhatthe cleartext
can be easily broken into a sequencef wordsof a x ed
length.Butthismightnotbetruein anormaltext document.
For example,if the minimal unit of searchinterestis one
Englishword, thenwe haveto dealwith thefactthatEnglish
wordsdiffer in length.

Onepossibilityis to pick a x ed-sizeblock thatis long
enoughto containmostwords. Words that are too short
or too long may be paddedto a multiple of the block size
with somepre-determinegbaddingformat. (Note thatthe
paddingcannotbe randomsinceAlice needsto know the
paddingin orderto performthe search.)However, sucha
paddingschemewould introducespacenef ciency. Also,
for securityreasonsve cannotdecreas¢heword lengthbe-
low a certainlimit.

Anothersolutionis to usevariablelengthwords. In this
case,to supportrandom-accesdecryption,the length of
eachword alsoneedgo bestoredwith theword. Onenatu-
ral approachs to storethelength eld beforeeachwordin
the le, andtogluethelength eld andwordtogetherasone
word to performencryptionandsearchusingour standard
schemes.

Whenwordslengthsmayvary, it is importantto hidethe
length information from the sener, becauseaevealing the
lengthof eachword might allow for statisticalattacks.For-
tunately in this casethe sener doesnot needto know the
lengthsto performa search:he may just scanthroughthe
le andcheckfor a matchat eachpossiblebit boundary
In this case the costof eachscanis increasedbecauséhe
numberof operationds determinedy the bit-lengthof the
documentatherthanby the numberof blocksin the docu-
ment.However, suchanapproachmay provide betterspace

ef ciency thanis availablewith a block-orientedscheme.

5.4 Searching with an Encrypted Index

Sequentialscanmay not be ef cient enoughwhenthe
data size is large. For some applications,i.e. large
databasesa commontechniqueto speedup the searching
is to usea pre-computedndex. Herewe shav how we can
answersearchquerieswith the aid of an encryptedindex
withoutsacri cing security

An index containsa list of key words; with eachkey
word is a list of pointersto documentsvherethe key word
appearsThekey wordsarewordsof interesthatAlice may
wantto searchfor later Alice cancertainlybuild theindex
of hercleartext documentandthenencryptthe cleartext
andtheindex andstoretheciphertext on Bob. Theinterest-
ing questionis how to encrypttheindex.

A naive way would be to just encryptthe key wordsin
theindex andleavethelists of positionsn clear Thismakes
it easyfor Bob to performsearchquerieson Alice's behalf,
but alsoleaksa lot of informationto Bob and hencemay
allow him to applyvariousstatisticalattacks.Thereforewe
rejectthis naive approach.

A simpleway s to alsoencryptthedocumenpointersin
eachlist in theindex. ConsequentlywhenBob searchefor

and nds amatch,hereturnsAlice theencryptedist

of matchingpositionsfrom the index. Alice may decrypt
the encryptedentriesand sendBob anotherrequestto re-
trieve the relevant documents.One possibleadvantagefor

this schemas thatthe requestcould be embeddedn other
retrievalssothatBob might have uncertaintyaboutthe cor-

relation of the searchrequestandthe retrieval requestfor

ciphertext. The disadwantages thatAlice hasto spendan
extraround-triptime to retrieve thedocuments.

If Alice doesnot wantto wait for an extra round-trip
time, or if Alice would like Bobto memgetheresultsof sev-
eral searchgqueriesfor her, othertechniquesarealsoavail-
able. For example,shemay encryptthe list of document

pointersin the index using a key related , i.e.
. Hence,when Alice wantsto search
for theword , shewill reveal to Bob. In

orderto prevent Bob from doing statisticalanalysison the
index, it is betterto keepthelists of pointersin a x ed-size
list. For wordsthatappeainfrequently Alice canpadthe
list to the x ed size. For more commonwords, Alice can
split thelong list into severallists with the x edsize;then,
to searchfor sucha word, Alice will needto ask Bob to
performandmeige several searchqueriesin parallel. Note
thatby keepingthe lists of pointersin a x ed-sizelist, we
are mainly preventing Bob from learningstatisticalinfor-
mationon the key wordsthat he hasnot searchedFor the
key wordsthat Bob hassearchedhe might still be ableto
learn somestatisticalinformationfrom Alice's accesgat-
tern. Thisis acceptablérom our point of view sinceAlice
only wantsto retrieve relevantdocumentsn the rst place.
Notethata generaldisadwantageor index searchs that
wheneer Alice changesher documentsshe must update
theindex. Thereis atrade-of betweerhow muchindex Al-
ice updatesandhow muchinformationBob mightbeableto
learn.For example,if Alice doesnotchangehelist of doc-
umentpointersfor onekey word entrywhensheaddsanew
documentinto Bob's datastorage,Bob would be able to
tell thatthe key word doesnot appeaiin thenew document.



Hence Alice needgo updatea substantiapartof theindex
to hide therealupdatesvhich canbe quite expensve. It is
aninterestingresearchguestionto develop schemesvhich
supportmoreef cient updates.

5.5 More Security Issues

In all our schemeshy allowing Bobto searcHor aword
we effectively discloseto him alist of potentiallocations
where  might occur If we allow Bob to searchfor too
mary words,he maybe ableto usestatisticaltechniquedo

startlearningimportantinformationaboutthe documents.

Onepossibledefensastodecrease (sothatfalsematches
are more prevalentand thus Bob's information aboutthe
plaintext is “noisy'), but we have not analyzedthe cost-
effectivenesof thistradeof in ary detail.

A betterdefenseis for Alice to periodicallychangethe
key, re-encryptll thedocumentsinderthenew key, andre-
orderthe ciphertext accordingto somepseudorandomer
mutation(known to Alice but not to Bob). This will help
prevent Bob from learningcorrelationsor other statistical
information over time. This techniquemay also be help-
ful if Alice wantsto hide from Bob the placeswherethe
searchedvord occursin the document®f interest.

In all the schemesve have discussedso far, we must
trustBobto returnall thesearchresults.If Bobholdsouton
usandreturnsonly some(but not all) of the searchresults,
Alice will have noway to detectthis. In our scopeof inter-
est,we assumeBob doesnot misbehae in thisway. Even
whenthis type of attackis presentijt is possibleto combine
our schemewith hashtreetechnique$17] to ensurehein-
tegrity of the dataand detectsuchattacks,althougha full
descriptionof this countermeasuris out of the scopeof the
paper

6 RelatedWork

Many researcherbave investigatedhe problemof pro-
viding secreg and integrity when using an untrusted le
seneror externaluntrustedmemory(5, 12, 1, 6]. Butasfar
aswe know, no previous work hasprovided a solutionfor
searchingon encrypteddata. Securemulti-party computa-
tion andobliviousfunctionsarealsointenselystudied(see,
e.g.,[14, 8]). We believe therecould be a solutionto the
problemof searchingon encrypteddatausing multi-party
computationput it would requirea high overheadfor ex-
amplemultiple seners.Our solutiononly needsonesener
to searchon encrypteddata,andhenceis a more practical
solution.

SeveralresearcherBave studiedthe Privatelnformation
Retrieval (PIR) problem[9], sothatclientsmay acces®n-
triesin a distributedtable without revealingwhich entries
they areinterestedn. The PIR literaturetypically aimsfor

very strong information-theoreticsecurity bounds,which
malesit harderto nd practicalschemesPIR scheme®f-

ten requiremultiple non-colludingseners, consumedarge
amountof bandwidth,do not guaranteghe con dentiality

of the data,do not supportprivate keyword searchingand
do not supportcontrolledsearchingor queryisolation (but
see.e.g.,[16, 13, 10, 7] for importantexceptionswhich al-

low to remove some—Iluit not all—of thoselimitations). In

contrastalthoughour schemedoesnot solve the PIR prob-
lem, it needsonly a singlesener (with noimpracticaltrust
assumptions)haslow computationatomplexity, andsup-
ports private keyword searchingwith very strongsecurity
properties.

7 Conclusion

We have describechew techniquegor remotesearching
on encrypteddatausing an untrustedsener and provided
proofs of securityfor the resulting crypto systems. Our
techniqueshave a numberof crucial advantages:they are
provably securethey supportcontrolledandhiddensearch
andqueryisolation;they aresimpleandfast(More speci -
cally, for adocumenof length , theencryptionandsearch
algorithmsonly need streamcipherandblock cipher
operations)andthey introducealmostno spaceand com-
municationoverhead Our schemas alsovery e xible, and
it caneasilybe extendedto supportmoreadwancedsearch
gueries. We concludethat this provides a powerful new
building block for the constructiorof secureservicesn the
untrustednfrastructure.
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A Proofsof Security

De ne by

wherewe write asshorthandor the -th block of
. Pleasereferto Section3 for notationandprecise
de nitions of securityfor the primitives

LemmaA.l. If is a -secue pseudoandom
functionand isa -secue pseudoandomgenem@tor,
then (de nedasabove)isa -secue pseudo-
randomgeneator, where

andtheconstant is negligible compaedto .

Proof. De ne
where are independentandomvariableseach
drawn from the uniform distributionon . Also,let bea
randomvariablewith the uniformdistributionon .
We will write for the randomvariablesobtained
by choosing uniformly at randomfrom .
The goalis to shav that  and areindistinguishabl
to any computationally-bouneldadwersary The proof will
proceedby shawing rst that and areindistinguish-
able,andsecondhat and areindistinguishable.
First, we shav thatno algorithmwith runningtime
candistinguishbetween and with advantagebetter
than . Supposeot,i.e.,thereexistsanalgorithm with
runningtime at most and

Adv

Thenwe exhibit analgorithm  with runningtime atmost

whichdistinguishesheoutputof ~ from atruly randombit
string with advantageat least . Thealgorithm  works
in the following way: on input , it
runs oninput
with the output

andhalts
from . Notethat
and ,
where isauniformly-distributedrandomvariableon
Thuswe calculate

Adv

Adv



which contradictsourassumptionthatAdv ~ waslarge.
Second,we shav that no algorithmwith runningtime
candistinguishbetween and with advantagebetter
than . Supposenot, i.e., thereexists
analgorithm  with

Adv S

Then we constructan oracle algorithm  which distin-
guishes from a truly randomfunction, as follows:
chooses uniformly and independentlyat ran-
dom, queriesits oracle a total of timeswith the in-
puts to receve the outputs , runs  on the string
, andhaltswith asits
output. We wantto shov thatAdv s large. Of course,
, SOit remainsonly to char
acterize , where is atruly randomfunction
selectediniformly from the setof all maps
Let E denotethe eventthatthevalues areall
distinct. Also, write E for the complementanevent, i.e.,

thecasewherethereexist ~ with suchthat
. Now we maycompute
E E
E E
E E E
E E
E E E

Withoutlossof generalitywe mayassume
. Thus,

Adv

Adv

which contradictsourassumptionthatAdv ~ waslarge.
Next, we notethatthe above two resultssufce to shaw
that no algorithmwith runningtime candistinguish
between and with adwantagebetterthan
. Considerary algorithm thatattemptgo
distinguish ~ from ;then

Adv

wherethe nal line follows by applying the previous two

partsof the proof. O
Next de ne by
where is de ned asbefore. This is an independently-

keyed version of the construction analyzed in
LemmaA.1. In otherwords,the key isa
vectorof independentandomvariableshatareuniformly
distributedon

LemmaA.2. If is a -secue pseudoandom

functionand isa -secue pseudoandomgener-

tor, then (de ned asabove with independenkeys)is a
-secue pseudoandomgenemtor, whee
andtheconstant is nggligible compaedto .

Proof. Theoutline of the proofis asin LemmaA.1, except
the secondpart (the treatmenbf the indistinguishabilityof
and ) mustbemodi ed slightly. Wede ne  (

) by

wherethe areindependentyniformly-

distributedrandomvariableson andthe areasabove

(i.e., uniform on  andindependenbf everything else).

Note, for example, that and . Now

we shav that each pair of neighborsin the sequence
are -indistinguishable.

Supposenot, i.e., there exists some and some al-
gorithm  distinguishing  from with adwantage
Adv . Then we constructan oracle algorithm

that distinguishes from a truly randomfunction, as
follows: chooses ,

, and independentlyand uni-
formly at random; usesits own key materialto com-
pute usestsoracle tocompute

;then runs onthestring

and nally haltswith
of ,wehave
seeeasilythat , sincethe
outputof arandomfunction thatis invokedonly onceis
uniformandindependentf everythingelsein sight. There-
fore,we nd that

asits output. By the de nition
. Also, we

Adv

Adv



which contradictsourassumptionthatAdv ~ waslarge.
Now a simpleapplicationof the triangleinequality suf-
ces to shawv thatnoalgorithmcan -distinguish
from . if isary suchalgorithm,then

Adv

This sufces to completethe proof, sincethe rest of the
proofof LemmaA.1 now carriesthrough. O

We are, at last, readyto considerthe construction
aborewherenow thekeys arenotnecessarilchoserin-
dependentlybut insteadarechoseraccordingto somedis-
tribution on . Werequire to havethefollow-

ing property:

De nition 1. We say that a distribution
hasthe twining propertyif, for all

there exists sud that

selects uniformly at randomfrom

on the keys
, either (a)
, or (b)

, independentlyf

TheoremA.3. If is a
functionand is a -secue pseudoandomgener
ator, and if the key is chosenaccording to
a distribution  with the twining property then is a

-secue pseudoandomgenertor, whee
andtheconstant is nayligi-

-secue pseudoandom

ble compaedto .

Proof. First obsene that we may, without loss of gen-
erality, reorder the keys so that, for all , either
(a) , or (b) is selected
uniformly and independentlyof Thus,
we obtain a sequenceof keys of the form

where the
denotethenum-
,andlet bea
suchthat

areall independentLet
ber of timesthatkey is repeatedn
function which associateto each the rst

Now we simply combinethe techniquesusedin the
proofsof LemmaA.1 andLemmaA.2. We usea hybrid
argumentasin LemmaA.2, thistimede ning by

wherewe de ne . We cansee(usingtheargu-
mentspresentedh the rst partof theproofof LemmaA.1)
that is -indistinguishablefrom

To obtain the desiredresult, we next showv that eachpair

in thesequence is
-indistinguishable.
Supposaot,i.e.,thereexistssome andsomealgorithm
distinguishing  from with advantageAdv
. Let and
Thenwe constructanoraclealgorithm thatdlstlngwshes

of neighbors

from a truly randomfunction, asfollows:  chooses
, and
mdependently:md uniformly at random usesits own
key material to compute and

usedits oracle to compute ;
then runs onthestring

and nally haltswith asits output.We have
. Also, usingthe argumentin the sec-

ondpartof the proof of LemmaA.1, we obtainthebound

fromwhichwe mayconcludethatAdv Adv
, andthis contradictsour assumptiorthat
Adv waslarge.
Finally, usingthetriangleinequality andnotingthat

we obtainthe desiredresult. O

Next, we considerthe securityof ~ whenthe key ma-
terial is chosenusinga pseudorandorfunction
insteadof usingtruly randombits. We will
require to be chosenuniformly at random,inde-
pendenbf everythingelse.

TheoremA.4. Suppose isa -secue pseudoan-
domfunction, isa -secue pseudoandomfunc-
tion, and is a -secue pseudoandomgenetor.
Supposemoreover that we choosethe keys  as

. Then will bea -secue pseudoan-
dom genemtor, whee

Proof. Wewill shav thattheresultingdistribution onthe

keys hasan “approximatetwining property’, in the sense
that is computationallyindistinguishablerom a distri-

bution with the twining property In particular the latter
distribution is givenby therandomvariables

where isatruly randomfunctlonselectedm|formlyfrom

the setof all mapsfrom to



A straightforvard simulation argumentshaws that the
randomvariables and are -
indistinguishable.Supposenot, so that there exists an al-
gorithm  that distinguisheghosetwo randomvariables
with runningtime at most and advantageAdv

. Thenwe showv that we canconstructan adwersary
which -breaks . The oraclealgorithm  works
asfollows:  picks uniformly at random;
computes using its oracle and computes

; then runs onthestring
and nally haltswith
asits output.We have

and . Thus
Adv Adv , which contradictsour assumption
thatAdv islarge.

Finally, we notethat  hasthetwining property soby
TheoremA.3, therandomvariables and are

-indistinguishable.
Applying thetriangleinequalitycompletegheproof. [

A nal goalis to shav thatthe schemeof Section4.4is
securevenafterwerevealonekey sothatasenermay
performasearchon our behalf.Let bea
projectionontothe rst componentsothat

TheoremA.5. Suppose isa -secuepseudoan-
dom permutation, is a -secue pseudoandom
function, isa -secue pseudoandomfunction,
isa -secue pseudoandomgenetor, andwechoose
thekeys as whele .
Then will bea -secue pseudoandomgener
ator, whee .

Moreover, if wediscloseone andconsidertheprojec-

tionof wherewediscad all outputsat positions whele

, thenwe obtaina -secue pseudoan-
domgeneator, whee

Proof. The techniquesusedin the proof of TheoremA.4
applydirectly (replacingthe  'swith  's),andonemay

readily seethat is a -securepseudorandom
generatar

Now, supposevedisclose . LetE denoteheeventthat
thereexistssome with but . We may
obserethat E .Let  bethedistribution

modi ed by projectingaway all keysatpositions where

. Notethat  representshe distribution of key

materialfor the projectedversionof . Also, whencondi-

tionedon the eventE, thedistribution  hasthe “approx-

imatetwining property' usedin the proof of TheoremA.4,
andthusthoseresultsapply to the projectedversionof

Thedesiredresultfollows. O



