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A Bloom filter [1] is a compact probabilistic data structuraseed to be recomputed whéghanges significantly in order to
which is used to determine if an element might be part of a sebtain optimal false-positive rates.
The test may return true for elements that are not actually inThis leaves the implementor concerned with the choice of
the set (false-positives), but will never return false for elemerfer a givenb such that the number of false-positive set tests is
that are in the set; for each element in the set the test mustmdnimized. Typically,k is chosen as a discrete value that is as
turn true. Bloom filters are used in systems where many set tegtse as possible to the non-discrete optimal value that would
must be performed and where putting the entire set in a locatiminimize the number of false-positive tests in the non-discrete
with fast access times is not feasible. A recent example whishtting. In other wordsk is chosen by computing the optimal
employs the use of Bloom filters is PlanetP [2], a peer-to-peetlue for the non-discrete case and then rounding that value up
network in which peers exchange summary information aboot down. The rationale behind rounding to a non-discrete value
the content available at each peer in the form of Bloom filterss. that it is obviously impossible to set a non-discrete number
If a PlanetP peer is searching for content, it determines whichaffbits & in the Bloom filter for a given elemert
the peers advertise Bloom filters which have the correct bits set COMPUTATION OF k

for the search key. Only these peers are then contacted over thguppose: would not have to be chosen as a discrete value.

network. This avoids searches of peers that are guaranteed|Aghat case, the optimal choice féris simply the value that

to have the desired content available while keeping the amowufihimizes the number of false-positive tests(b):

of bandwidth required for transmitting set information small;

Bloom filters can be extraordinarily compact while still result- 1 \Fn g
filb) = [1 -(1-73) ] ®

ing in small numbers of false positive tests. 1- —

Bl_oom filters are implementeq using a large bit_ vector Witlfll-he value ofk that minimizesf;, (b) is:
m bits. For an empty set, all bits of the bloom filter are un-
set. If the setF is non-emptyk bits are set for each element k(b) = b-In2. )
e in the set. The indices of thegebits are obtained using . .
hash functionsty, : E — {0,...,m — 1}. Bits can be set For this Yazil(ng ofk(b),.the number of false positives;, (b)
multiple times. In order to test if an elementay be a mem- Would be ()™ But since the actual number of hash func-
ber of the set, thé bits H, (e) are checked. If all are set,is tions must be discretef;(b) must be rounded up or down to
considered a potential member of the set and the Bloom fil@ptain a useable discrete value for the number of hash func-
test returns true, otherwise false. If onlypercent of the bits tions. Determining which bound (lower or upper) is optimal is
in the entire Bloom filter are set and tH#, return optimally accomplished by inserting the value into formula (1). Note that
balanced random values, the probability that a test willreturi¥ile making a probabilistic choice betwegh| and[k | could
false-positive result ig”. If the Bloom filter needs to support P€ used to achieve the optimal information density in the Bloom
the removal of elements from the set, a secondary datastrucdifer (by probabilistically setting; of the bits), this improved
that counts the number of collisions for each bit is used. The@BProximation would not result in a better (smaller) value for
collision counters are not required for the actual test and cémSince the resulting is just a linear combination of the two
therefore be stored in less costly higher-latency storage. T®dremesf|,; andfr;) and can thus only be worse than the

lengthm of the bit vector can be tuned, trading space for fewder the best discrete value &f
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